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Checks for a counterexample to a property of a model

We assume �nite state and LTL

Encodes the property checking problem as
propositional satis�ability (SAT)

Constructs a propositional formula that is satis�able iff
there exits a length-k counterexample, e.g.,

I (s0) ^
^

0� i<k

T (si ; s i +1 ) ^ : p(sk )

If no counterexample is found, BMC increases k until
a counterexample is found,
the search becomes intractable, or
k reaches a certain bound
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Proving Properties with BMC
The original BMC algorithm (Biere et al. [1999]),
although complete in theory, is limited in practice to
falsi�cation of LTL properties

BMC can prove that an LTL property  passes on a
model M only if a bound, � , is known such that:

if no counterexample of length up to � is found, then
M j = A  

Several methods exist to compute a suitable �

The optimum value of � , however, is usually very
expensive to obtain

Finding it is at least as hard as checking whether
M j= A  (Clarke et al. [2004])



Falsi�cation vs. Veri�cation
Sometime, proving the absence of an error is more
useful than �nding one

When checking an abstract model for a universal
property

Finding an error in the abstract model does not
imply its existence in the original model
However, proving that the property passes in the
abstract model guarantee the absence of errors in
the original model

BMC ef�ciency reduces as the search for a
counterexample increases

It is more ef�cient to prove the property and stop
early than keep searching for a counterexample
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An invariant property  is a proposition that holds in all
reachable states

Speci�ed in LTL as G p, where p is a propositional
formula
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Proving Invariants
Invariants may be proved inductive by

SAT-based technique
UNSAT(I (s) ^ : p(s)) and,
UNSAT(p(s) ^ T (s; t ) ^ : p( t ))

Fixpoint technique (e.g., BDD-based)
backward search started from the states violating
the invariant
if convergence is reached in one iteration the
invariant is inductive
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Proving Invariants
Invariants are not always inductive

Need to make the invariants stronger (smaller) by
excluding unreachable good states with bad successors

One fundamental technique is to use an auxiliary
invariant

its conjunction with the desired invariant makes it
inductive
the ultimate auxiliary invariant is the set of reachable
states which is often prohibitively expensive
various techniques that do not require the
computation of the reachable states have been
developed for BMC
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Fixpoints and Induction
Convergence in one iteration

AG p = �Z : p ^ AX Z
Z 0 = p, Z 1 = p ^ AX p
If Z 0 = Z 1, then p ! AX p

Convergence in two iterations
Z 1 = p ^ AX p = Z 2 = p ^ AX p ^ AX AX p
p ^ AX p ! AX(p ^ AX p)
Invariant strenghtening from p to p ^ AX p would
produce convergence in one iteration

In general
Convergence reached in n > 0 iterations if
V

0� i<n AX i p is an inductive invariant



Excluding Unreachable States

Compute reachable states R or superset R +

R ! R + ! p
R is by de�nition an inductive invariant
R + does not need to be



Excluding Unreachable States

Compute reachable states R or superset R +

R ! R + ! p
R is by de�nition an inductive invariant
R + does not need to be

Compute diameter of graph
Minimum d such that, if there is a path of length
d + 1 between two states, then there is a path of
length at most d between the same states
8s0; : : : ; s d+1 :

V
0� i � d T (si ; s i +1 ) !

9t 0; : : : ; t d :(
V

0� i<d T (t i ; t i +1 ) ^ t 0 =
s0 ^

W
0� i � d t i = sd+1 )
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Simple Paths
A counterexample to an invariant is a �nite pre�x path
to a state that satis�es : p (bad state)

If a counterexample exists, then there is a simple path
from an initial state to a bad state that goes through no
other initial or bad state

An invariant holds (Sheeran et al. [2000]) if:
there is no counterexample of length k to : p, and
no simple path of length k + 1 to : p that does not go
through any other states satisfying : p, or
no simple path of length k + 1 from an initial state
that does not go through any other initial states



k-Induction
Sheeran et al. call their method k -induction

If all states on length-k paths from the initial states
satisfy p, and

k consecutive states satisfying p are always followed by
a state satisfying p, then

all states reachable from the initial states satisfy p

The second premise is veri�ed when there are no
simple paths of length k + 1

Compare to previous discussion of �xpoints and
induction



Interpolation
Suppose
I (s0) ^ T (s0; s1) ^ T (s1; s2) ^� � �^ T (sk � 1; sk ) ^: p(sk )
is unsatis�able



Interpolation
Suppose
I (s0) ^ T (s0; s1) ^ T (s1; s2) ^� � �^ T (sk � 1; sk ) ^: p(sk )
is unsatis�able

Let F1 = I (s0) ^ T (s0; s1) and
F2 = T (s1; s2) ^ � � � ^ T (sk � 1; sk ) ^ : p(sk )



Interpolation
Suppose
I (s0) ^ T (s0; s1) ^ T (s1; s2) ^� � �^ T (sk � 1; sk ) ^: p(sk )
is unsatis�able

Let F1 = I (s0) ^ T (s0; s1) and
F2 = T (s1; s2) ^ � � � ^ T (sk � 1; sk ) ^ : p(sk )

Then F1(s0; s1) ^ F2(s1; : : : ; s k ) is unsatis�able



Interpolation
Suppose
I (s0) ^ T (s0; s1) ^ T (s1; s2) ^� � �^ T (sk � 1; sk ) ^: p(sk )
is unsatis�able

Let F1 = I (s0) ^ T (s0; s1) and
F2 = T (s1; s2) ^ � � � ^ T (sk � 1; sk ) ^ : p(sk )

Then F1(s0; s1) ^ F2(s1; : : : ; s k ) is unsatis�able

Interpolant I 1(s1) (McMillan [2003]) is such that
F1(s0; s1) ! I 1(s1)
I 1(s1) ^ F2(s1; : : : ; s k ) is unsatis�able



Interpolation
Suppose
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Let F1 = I (s0) ^ T (s0; s1) and
F2 = T (s1; s2) ^ � � � ^ T (sk � 1; sk ) ^ : p(sk )

Then F1(s0; s1) ^ F2(s1; : : : ; s k ) is unsatis�able

Interpolant I 1(s1) (McMillan [2003]) is such that
F1(s0; s1) ! I 1(s1)
I 1(s1) ^ F2(s1; : : : ; s k ) is unsatis�able

9s0 : I (s0) ^ T (s0; s1) is the strongest interpolant
set of states reachable from I (s0) in one step
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I 1(s1) is a superset of the states reachable in one step
such that no member state has a path of length k � 1 to
a bad state

Replace I (s0) with I (s0) _ I 1(s0) and repeat
If formula still unsatis�able, interpolant I 2(s1) is a
superset of states reachable in one or two steps
such that no member state has a path of length
k � 1 to a bad state

A converging sequence of interpolants means that no
states satisfying : p (bad states) are reachable
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Convergence Bound
Let the reverse radius of a graph (relative to : p) be the
maximum (�nite) distance of a state satisfying : p from
any state

If k is at least the reverse radius, and the states
satisfying q are unreachable, then the sequence of
interpolants will converge

The sequence is monotonically increasing; for a
�nite graph, it cannot diverge
No state with a path to a bad state may be included
in any interpolant in the sequence
Hence, all satis�ability checks fail

Increasing k strenghtens the invariant; interpolation
builds a superset R + driven by the property to be
proved
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No counterexample of length k to a bad state (: p)

SP k +1

: p

Find a simple path of length k + 1 to a bad state that is
not going through any other bad states SP k+1
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qC

SP k +1

Set q to the last state of SP k+1 and C to all states in
SP k+1

We use the next search for simple path to prove that q
is a useless state
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q is a useless state if q is either
unreachable from I or
all paths from I to q go through other bad state : p
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q

If we �nd a simple path to q,
not going through other bad states SP k+1 , we add to
C all states in SP k+1

If no such path, then q is a useless state
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q

If q is a useless state,

so are all states in C



Proving States Useless

q

[ R

We accumulate to R states in paths that reach C and
do not go through any other bad states
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R

R contains useless states

R is used in the future search for counterexample or
simple path to prevent the SAT solver from trying the
useless states
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Compute backward reachability

Remove from the search space

The new longest simple path
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No counterexample of length 2

Find a simple path of length 3

Add the states in the simple path to the target states
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Proving the Existence of a CE

: p

I

Find a path of length 3 to a target state

Signal the existence of a counterexample



Experimental results in VIS
We compare the performance of our algorithm to

The standard BMC algorithm
BDD-based LTL model checking algorithms

ci
mc -D0

Summary of the results
26 properties: 12 failing, 12 passing and 2
undecided
9 properties are proved by BMC; our new methods is
faster in 8
our method is also faster in 11 out of 12 failing
properties
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Challenges and Comparisons
For passing properties, interpolation often wins

Keeps checked paths short

Careful implementation of simple path checking may
substantially reduce overhead (Sörensson)

Likewise, keeping interpolants small is important

Invariant strengthening by identi�cation of useless
states is bene�cial, especially for failing properties,
where it often gives the best results

Identi�cation of useless states may help in proving
general linear time properties



Proving via Abstraction



Abstraction Re�nement

REFINEMENT

COMPUTATION

COUNTEREXAMPLE

NO

MODEL CHECKING

ON ABSTRACTION

CREATE NEW

ABSTRACTION

IS REAL?

FIND COUNTEREXAMPLE

YES

FALSE TRUE

NO
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Abstraction Re�nement and SAT
SAT solvers internally behave like abstraction
re�nement engines [McMillan CAV'03]

Like abstraction re�nement engines that concentrate
only on part of the circuit, SAT solvers focus on part
of the SAT instance by assigning only to some
decision variables and variables implied by them
Backtracks in SAT solvers are similar to re�nements
in abstraction re�nement

Why do we need an external abstraction re�nement
framework? Conversely, can SAT solvers and
abstraction re�nement engines be pro�tably combined?



Lost and Found
What do we expect to gain?

Model checking on small models �nishes quickly
Small abstractions help to decrease termination
length for passing properties
The abstraction re�nement engine may utilize
high-level information not readily accessible to the
SAT solver

What do we expect to lose?
We have to pay the cost for concretization of abstract
counterexamples
Computation of small re�nements is expensive

How is performance if we combine SAT-based
techniques and an abstraction re�nement engine?
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Comparing Termination Length



Lessons Learned

Abstraction re�nement and ef�cient SAT-based model
checking techniques can be pro�tably combined

Small abstractions tend to reduce termination length

In PureSAT, small abstractions are achieved by
expensive re�nement computation, which, however, can
be effectively sped up by various techniques

In general, by combining them with abstraction
re�nement, SAT-based techniques become more robust



General LTL Properties



Reduction to Safety
Add shadow register to model

Model can nondeterministically make copy of current
state

Loop is detected if a state is reached where the original
state is the same as the copy

Leverages ef�ciency of safety checking algorithms

Doubles the number of state variables



Reduction to Language Emptiness
We reduce LTL model checking to language emptiness

The standard approach to model checking an LTL
formula consists of

Constructing a Büchi automaton that accepts all
counterexamples to the LTL formula
Building the composition of the model with the
property automaton
Checking language emptiness on the composed
model

This approach does not guarantee shortest
counterexamples
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Proving language emptiness

SkS0 Sl Sp

Language emptiness: Prove that there exists no
reachable fair cycle

Shortest paths can be used to bound the search for fair
cycles (Clarke et al. [2004])

A path to a fair cycle is no longer than the longest
shortest paths starting form an initial state
The path from Sp to itself is no longer than the
longest shortest paths

Simple paths can also be used: A shortest
counterexample is no longer than the longest simple
paths starting from an initial state + 1
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Proving language emptiness

S0 Sl SkS f
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Proving F G : p

A shortest counterexample to F G : p consists of
A simple path from an initial state S0 to a state that
satis�es p (S l

p)

A simple path leading back to to a state that satis�es
p (S f

p ) along which all states satisfy : p

If no counterexample is found up to the sum of the
bounds on the above simple paths, then F G : p holds
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If we let n captures the length of the longest initial
simple path beyond which p does not hold

Then, n is the least value of k for which ( � _ � )( k ) is
unsatis�able

� (k ) = I (s0) ^ simplePath k ^ p(sk )
� (k ) = simplePath k+1 ^ : p(sk ) ^ p(sk+1 )
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Proving F G : p

S0 Sl SkS f
p S l

p

If we let m captures the length of the longest simple
path that loops back to a state satis�es p

Then, m is the least value of k for which � 0(k ) is
unsatis�able

� 0(k ) = simplePath k+1 ^
V k

i =0 : p(si ) ^ p(sk+1 )

If there is no counterexample of length � n + m � 1,
then M j = F G : p
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Ef�cient implementation

� (k ) = I (s0) ^ simplePath k ^ p(sk )
� (k ) = simplePath k+1 ^ : p(sk ) ^ p(sk+1 )
� 0(k ) = simplePath k+1 ^

V k
i =0 : p(si ) ^ p(sk+1 )

� (k ) is unsatis�able only if � 0(k ) is unsatis�able

� (k ) is irrelevant until � (k ) becomes unsatis�able

Leads to the following ef�cient implementation:
Check � 0(k ) until it becomes unsatis�able. Then, set
m = k
Check � (k ) until it becomes unsatis�able. Then,
check � (k ) until it becomes unsatis�able. Then, set
n = k
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The Bound is Tight

S0 Si S2i +1

p

n = i + 1

m = i + 1

The minimum counterexample length is

m + n � 1 = 2 i + 1 = 2 n � 1



The length of counterexample
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The length of counterexample

b1
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r ^ : q

true

: q

A is the Büchi automaton for the negation of
' = G(r ! F q) .

The shortest counterexample to ' in K k A includes
three states, a0, b1, and a1

The shortest counterexample to ' in K consisting of
two states, a and b

The counterexample in K k A may be longer than the
one found in K (by BMC)



Lessons Learned
Distinct models for proving and disproving properties

Various approaches to deal with multiple fairness
constraints

Special cases can be dealt with more ef�ciently than
general case

Complementarity with BDD-based model checking



The End



The Algorithm
while(true ) {[q = ? ; C = ? ; R = ? ; k = 0; f lag = 0 ]

cek = searchForCounterExample (: p [ C; R );
if (cek )

if (cek [k ] 2 : p) return (fail; ce k )
else f lag = 1;

if (f lag == 1 ) continue;
t = ( q == ? )?: p : q;
spk+1 = searchForSimplePath (p; t; R );
if(spk+1 )

if (q == ? ) {
q = spk+1 [k + 1];
C = f spk+1 [0; : : : ; k + 1] g;

} else C = C [ f spk+1 [0; : : : ; k ]g;
} else if (q == ? ) return (pass );

else R = R [ f E(: (R [ p) U C )g;
q == ? ; C = ? ;

k = k + 1;
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Soundness and Completeness

I

: p

s

Lemma1

If no counterexample to G p of length k , and

No simple path into state s of length k + 1

Then, no counterexample to G p has s as the �rst state
violating the invariant
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Soundness and Completeness
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t

Lemma2

If t has a path reaching s without any other state
satisfying : p besides s

if t is on any shortest counterexample to G p, it is
preceded by one state violating the invariant
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Soundness and Completeness
From the assumption that the standard BMC
augmented with termination condition is sound and
complete, and

From Lemma2
No Shortest counterexample is missed by adding R
as a constraint on the search
Any missed simple paths are not reachable because
R is known to consist of unreachable states only

If a path exists from an initial state to a state in C , this
path is a counterexample because every state in C is
either violating p or has a path to a state violating p
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