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Abstract. iThis ipaper ipresents ian iefficient, iwriter-based ilogging ischeme ifor irecoverable idistributed ishared 

imemory isystems, iin iwhich ilogging iof ia idata iitem iis iperformed iby iits iwriter iprocess, iinstead iof ievery iprocess 

ithat iaccesses ithe iitem ilogging iit. iSince ithe iwriter iprocess imaintains ithe ilog iof idata iitems, ivolatile istorage ican 

ibe iused ifor ilogging. iOnly ithe ireaders’ iaccess iinformation ineeds ito ibe ilogged iinto ithe istable istorage iof ithe 

iwriter iprocess ito itolerate imultiple ifailures. iMoreover, ito ireduce ithe ifrequency iof istable ilogging, ionly ithe idata 

iitems iaccessed iby imultiple iprocesses iare ilogged iwith itheir iaccess iinformation iwhen ithe iitems iare iinvalidated, 

iand ialso isemantic-based ioptimization iin ilogging iis iconsidered. iCompared iwith ithe iearlier ischemes iin iwhich 

istable ilogging iwas iperformed iwhenever ia inew idata iitem iwas iaccessed ior iwritten iby ia iprocess, ithe isize iof ithe 

ilog iand ithe ilogging ifrequency ican ibe isignificantly ireduced iin ithe iproposed ischeme. 

Keywords: checkpointing, idistributed ishared imemory isystem, ifault itolerant isystem, imessage 

ilogging, irollback-recovery iand ilog isize 

1. Introduction 

Distributed ishared imemory iDSM 

isystems i15 itransform ian iexisting 

inetwork iofŽ i. iw ix iworkstations iinto ia 

ipowerful ishared-memory iparallel 

icomputer iwhich icould ideliver isuperior 

ipricerperformance iratio. iHowever, iwith 

imore iworkstations iengaged iin ithe 

isystem iand ilonger iexecution itime, ithe 

iprobability iof ifailures iincreases, iwhich 

icould irender ithe isystem iuseless. iFor ithe 

iDSM isystem ito ibe iof iany ipractical iuse, 

iit iis iimportant ifor ithe isystem ito ibe 

irecoverable iso ithat ithe iprocesses ido inot 

ihave ito irestart ifrom ithe ibeginning iwhen 

ithere iis ia ifailure i25 i. iAn iapproach ito 

iprovidingw ix ifault-tolerance ito ithe 

iDSM isystems iis ito iuse icheckpointing 

iand irollback-recovery. iCheckpointing iis 

ian ioperation ito isave iintermediate 

isystem istates iinto istable istorage iwhich 

iis inot iaffected iby isystem ifailures. iWith 

iperiodic icheckpointing, ithe isystem ican 

irecover ito ione iof ithe isaved istates, icalled 

ia icheckpoint, iwhen ia ifailure ioccurs iin 

ithe isystem. iThe iactivity ito iresume ithe 

icomputation ifrom ione iof ithe iprevious 

icheckpoints iis icalled irollback. 

An iearlier iversion iof ithis iwork ihas iappeared iin 

ithe iproceedings iof ithe i17th iInternational 

iConference ion iDistributed iComputing iSystems, 

i1997. 

In iDSM isystems, ithe icomputational 

istate iof ia iprocess ibecomes idependent 

ion ithe istate iof ianother iprocess iby 

ireading ia idata iitem iproduced iby ithat 

iprocess. iBecause iof isuch idependency 

irelations, ia iprocess irecovering ifrom ia 

ifailure ihas ito iforce iits idependent 

iprocesses ito iroll iback itogether, iif iit 

icannot ireproduce ithe isame isequence iof 
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idata iitems. iWhile ithe irollback iis ibeing 

ipropagated ito ithe idependent iprocesses, 

ithe iprocesses imay ihave ito iroll iback 

irecursively ito ireach ia iconsistent 

irecovery iline, iif ithe icheckpoints ifor 

ithose iprocesses iare inot itaken icarefully. 

iSuch irecursive irollback iis icalled ithe 

idomino ieffect iw17x, iand iin ithe iworst 

icase, ithe iconsistent irecovery iline 

iconsists iof ia iset iof ithe iinitial ipoints; ii.e., 

ithe itotal iloss iof ithe icomputation iin ispite 

iof ithe icheckpointing iefforts. 

One isolution ito icope iwith ithe idomino 

ieffect iis icoordinated icheckpointing, iin 

iwhich ieach itime ia iprocess itakes ia 

icheckpoint, iit icoordinates ithe irelated 

iprocesses ito itake iconsistent icheckpoints 

itogether i3, i4, i5, i8, i10, i13 i. iSince ieach 

icheckpointingw ix icoordination iunder 

ithis iapproach iproduces ia iconsistent 

irecovery iline, ithe iprocesses icannot ibe 

iinvolved iin ithe idomino ieffect. iOne 

ipossible idrawback iof ithis iapproach iis 

ithat ithe iprocesses ineed ito ibe iblocked 

ifrom itheir inormal icomputation iduring 

ithe icheckpointing icoordination. iThe 

icommunication-induced icheckpointing 

iis ianother iform iof icoordinated 

icheckpointing, iin iwhich ia iprocess itakes 

ia icheckpoint iwhenever iit inotices ia inew 

idependency irelation icreated ifrom 

ianother iprocess iw9, i22, i24, i25 i. iThis 

icheckpointing icoordination iapproach 

ialso iensures ino idominox effect isince 

ithere iis ia icheckpoint ifor ieach 

icommunication ipoint. iHowever, ithe 

ioverhead icaused iby itoo ifrequent 

icheckpointing imay iseverely idegrade ithe 

isystem iperformance. 

Another isolution ito ithe idomino ieffect 

iproblem iis ito iuse imessage ilogging iin 

iaddition ito iindependent icheckpointing 

iw19x. iIf ievery idata iitem iaccessed iby ia 

iprocess iis ilogged iin ithe istable istorage, 

ithe iprocess ican iregenerate ithe isame 

icomputation iafter ia irollback iby 

ireprocessing ithe ilogged idata iitems. iAs ia 

iresult, ithe ifailure iof ione iprocess idoes 

inot iaffect iother iprocesses, iwhich imeans 

ithat ithere iis ino irollback ipropagation iand 

ialso ino idomino ieffect. iThe ionly 

ipossible idrawback iof ithis iapproach iis 

ithe inonnegligible ilogging ioverhead. 

To ireduce ithe ilogging ioverhead, ithe 

ischeme iproposed iin i23 iavoids 

irepeatedw ix ilogging iof ithe isame idata 

iitem iaccessed irepeatedly. iFor icorrect 

irecomputation, ieach idata iitem iis ilogged 

ionce iwhen iit iis ifirst iaccessed, iand ithe 

icount iof irepeated iaccess iis ilogged ifor 

ithe iitem, iwhen ithe idata iitem iis 

iinvalidated. iAs ia iresult, ithe isize iof ithe 

ilog ican ibe ireduced icompared ito ithe 

ischeme iin i19 i. iThe ischeme iproposed iin 

i11w ix iw ix isuggests ithat ia idata iitem 

ishould ibe ilogged iwhen iit iis iproduced iby 

ia iwrite ioperation. iHence, ia idata iitem 

iaccessed iby imultiple iprocesses ineed inot 

ibe ilogged iat imultiple isites iand ithe isize 

iof ithe ilog ican ibe ireduced. iHowever, ifor 

ia idata iitem iwritten ibut iaccessed iby ino 

iother iprocesses, ithe ilogging ibecomes 

iuseless. iMoreover, ifor ithe icorrect 

irecomputation, ia iprocess iaccessing ia 

idata iitem ihas ito ilog ithe ilocation iwhere 

ithe iitem iis ilogged iand ithe iaccess icount 

iof ithe iitem. iAs ia iresult, ithere icannot ibe 

imuch ireduction iin ithe ifrequency iof 

ilogging icompared ito ithe ischeme iin i23 

i.w ix 

To ifurther ireduce ithe ilogging 

ioverhead, ithe ischeme iproposed iin iw ix7 

isuggests ivolatile ilogging. iWhen ia 

iprocess iproduces ia inew idata iitem iby ia 

iwrite ioperation, ithe ivalue iis ilogged iinto 

ithe ivolatile istorage iof ithe iwriter 

iprocess. iWhen ithe iwritten ivalue iis 

irequested iby iother iprocesses, ithe iwriter 

iprocess ilogs ithe ioperation inumber iof 

ithe irequesting iprocess. iHence, iwhen ithe 

irequesting iprocess ifails, ithe idata ivalue 
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iand ithe iproper ioperation inumber ican ibe 

iretrieved ifrom ithe iwriter iprocess. 

iCompared iwith ithe ioverhead iof ilogging 

iinto istable istorage, ivolatile ilogging 

iincurs imuch iless ioverhead. iHowever, 

iwhen ithere iare iconcurrent ifailures iat ithe 

irequesting iprocess iand ithe iwriter 

iprocess, ithe isystem icannot ibe ifully 

irecovered. 

In ithis ipaper, iwe ipresent ia inew 

ilogging ischeme ifor ia irecoverable iDSM 

isystem, iwhich itolerates imultiple 

ifailures. iIn ithe iproposed ischeme, ia itwo-

level ilog istructure iis iused iin iwhich iboth 

ithe ivolatile iand ithe istable istorages iare 

iutilized ifor iefficient ilogging. iTo ispeed 

iup ithe ilogging iand ithe irecovery 

iprocedures, ia idata iitem iand iits ireaders’ 

iaccess iinformation iare ilogged iinto ithe 

ivolatile istorage iof ithe iwriter iprocess. 

iAnd, ito itolerate imultiple ifailures, ionly 

ithe ilog iof iaccess iinformation ifor ithe 

idata iitems iis isaved iinto ithe istable 

istorage. iFor ivolatile ilogging, ithe ilimited 

ispace ican ibe ione ipossible iproblem iand 

ifor istable ilogging, ithe iaccess ifrequency 

iof ithe istable istorage ican ibe ithe icritical 

iissue. iTo isolve ithese iproblems, ilogging 

iof ia idata iitem iis iperformed ionly iwhen 

ithe idata ibecomes iinvalidated iby ia inew 

iwrite ioperation, iand ithe iwriter iprocess 

itakes ithe iwhole iresponsibility ifor 

ilogging, iinstead iof ievery iprocess 

iaccessing ithe idata iconcurrently ilogging 

iit. iAlso, ito ieliminate iunnecessary 

ilogging iof idata iitems, isemantic-based 

ioptimization iis iconsidered ifor ilogging. 

iAs ia iresult, ithe isize iof ithe ilog iand ithe 

ifrequency iof istable istorage iaccesses ican 

isubstantially ibe ireduced. 

The irest iof ithis ipaper iis iorganized ias 

ifollows: iSection i2 ipresents ithe iDSM 

isystem imodel iand ithe idefinition iof ithe 

iconsistent irecovery iline iis ipresented iin 

iSection i3. iIn iSection i4 iand iSection i5, 

ithe iproposed ilogging iand irollback 

irecovery iprotocols iare ipresented, 

irespectively, iand iSection i6 iproves ithe 

icorrectness iof ithe iproposed iprotocols. 

iTo ievaluate ithe iperformance iof ithe 

iproposed ischeme, iwe ihave 

iimplemented ithe iproposed ilogging 

ischeme ion itop iof iCVM iCoherent 

iVirtual iMachineŽ i. iw12x. iThe 

iexperimental iresults iare idiscussed iin 

iSection i7, iand iSection i8 iconcludes ithe 

ipaper. 

2. The isystem imodel 

A iDSM isystem iconsidered iin ithis ipaper 

iconsists iof ia inumber iof inodes 

iconnected ithrough ia icommunication 

inetwork. iEach inode iconsists iof ia 

iprocessor, ia ivolatile imain imemory iand 

ia inonvolatile isecondary istorage. iThe 

iprocessors iin ithe isystem ido inot ishare 

iany iphysical imemory ior iglobal iclock, 

iand ithey icommunicate iby imessage 

ipassing. iHowever, ithe isystem iprovides 

ia ishared imemory ispace iand ithe iunit iof 

ithe ishared idata iis ia ifixed-size ipage. 

The isystem ican ilogically ibe iviewed ias 

ia iset iof iprocesses irunning ion ithe inodes 

iand icommunicating iby iaccessing ia 

ishared idata ipage. iEach iof ithe iprocesses 

ican ibe iconsidered ias ia isequence iof istate 

itransitions ifrom ithe iinitial istate ito ithe 

ifinal istate. iAn ievent iis ian iatomic iaction 

ithat icauses ia istate itransition iwithin ia 

iprocess, iand ia isequence iof ievents iis 

icalled ia icomputation. iIn ia iDSM isystem, 

ithe icomputation iof ia iprocess ican ibe 

icharacterized ias ia isequence iof 

ireadrwrite ioperations ito iaccess ithe 

ishared idata ipages. iThe icomputation 

iperformed iby ieach iprocess iis iassumed 

ito ibe 



298  

 

Figure i1. Remote ireadrwrite iprocedures 

piece-wise ideterministic; ithat iis, ithe 

icomputational istates igenerated iby ia 

iprocess iis ifully idetermined iby ia 

isequence iof idata ipages iprovided ifor ia 

isequence iof iread ioperations. 

For ithe iDSM imodel, iwe iassume ithe 

iread-replication imodel i21 i, iin iwhich 

ithew ix isystem imaintains ia isingle 

iwritable icopy ior imultiple iread-only 

icopies ifor ieach idata ipage. iThe imemory 

iconsistency imodel iwe iassume iis ithe 

isequential iconsistency imodel, iin iwhich 

ithe iversion iof ia idata ipage ia iprocess 

ireads ishould ibe ithe ilatest iversion ithat 

iwas iwritten ifor ithat idata ipage i14 i. iA 

inumber iof idifferent imemoryw ix 

isemantics ifor ithe iDSM isystems ihave 

ibeen iproposed iincluding iprocessor, 

iweak, iand irelease iconsistency i16 i, ias 

iwell ias icausal icoherence i1 i. iHowever, 

iin ithis ipaper, iwew ix iw ix ifocus ion ithe 

isequential iconsistency imodel, iand ithe 

iwrite-in¨alidation iprotocol i15w ix iis 

iassumed ito iimplement ithe isequential 

iconsistency. 

Figure i1 idepicts ithe iread iand ithe iwrite 

iprocedures iunder ithe iwrite-invalidation 

iprotocol. iFor ieach idata ipage, ithere iis 

ione iowner iprocess iwhich ihas ithe 

iwritable icopy iin iits ilocal imemory. 

iWhen ia iprocess ireads ia idata ipage iwhich 

iis inot iin ithe ilocal imemory, iit ihas ito iask 

ifor ithe itransfer iof ia iread-only icopy ifrom 

ithe iowner. iA iset iof iprocesses ihaving ithe 

iread-only icopies iof ia idata ipage iis icalled 

ia icopy-set iof ithe ipage. iFor ia iprocess ito 

iperform ia iwrite ioperation ion ia idata 

ipage, iit ihas ito ibe ithe iowner iof ithe ipage 

iand ithe icopy-set iof ithe ipage imust ibe 

iempty. iHence, ithe iwriter iprocess ifirst 

isends ithe iwrite irequest ito ithe iowner 

iprocess, iif iit iis inot ithe iowner. iThe 

iowner iprocess ithen isends ithe 

iin¨alidation imessage ito ithe iprocesses iin 

ithe icopy-set ito imake ithem iinvalidate 

ithe iread-only icopies iof ithe ipage. iAfter 

icollecting ithe iinvalidation 

iacknowledgements ifrom ithe iprocesses 

iin ithe icopy-set, ithe iowner itransfers ithe 

idata ipage iwith ithe iownership ito ithe inew 

iwriter iprocess. iIf ithe iwriter iprocess iis 

ithe iowner ibut ithe icopy-set iis inot iempty, 

ithen iit iperforms ithe iinvalidation 

iprocedure ibefore ioverwriting ithe ipage. 

For ieach isystem icomponent, iwe imake 

ithe ifollowing ifailure iassumptions: iThe 

iprocessors iare ifail-stop i20 i. iWhen ia 

iprocessor ifails, iit isimply istops iand idoes 

inotw ix iperform iany imalicious iactions. 

iThe ifailures iconsidered iare itransient 

iand iindependent. iWhen ia inode irecovers 

ifrom ia ifailure iand ire-executes ithe 

icomputation, ithe isame ifailure iis inot 

ilikely ito ioccur iagain. iAlso, ithe ifailure 

iof ione inode idoes inot iaffect iother inodes. 

iWe ido inot imake iany iassumption ion ithe 

inumber iof isimultaneous inode ifailures. 

iWhen ia inode ifalls, ithe iregister icontents 

iand ithe imain imemory icontents iare ilost. 

iHowever, ithe icontents iof ithe isecondary 

istorage iare ipreserved iand ithe isecondary 

istorage iis iused ias ia istable istorage. iThe 

icommunication isubsystem iis ireliable; 

ithat iis, ithe imessage idelivery ican ibe 

ihandled iin ian ierror-free iand ivirtually 

ilossless imanner iby ithe iunderlying 

icommunication isubsystem. iHowever, 

ino iassumption iis imade ion ithe imessage 

idelivery iorder. 
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3. The iconsistent irecovery iline 

A istate iof ia iprocess iis inaturally 

idependent ion iits iprevious istates. iIn ithe 

iDSM isystem, ithe idependency irelation 

ibetween ithe istates iof idifferent iprocesses 

ican ialso ibe icreated iby ireading iand 

iwriting ithe isame idata iitem. iIf ia iprocess 

ipi ireads ia idata iitem iwritten iby ianother 

iprocess ipj, ithen ipi’s istates iafter ithe iread 

ievent ibecome idependent ion ipj’s istates 

ibefore ithe iwrite ievent. iMore iformally, 

ithe idependency irelation ican ibe idefined 

ias ifollows: iLet iRa
i idenote ithe ia-th iread 

ievent ihappening iat iprocess ipi iand iIi
a 

idenote ithe istate iinterval itriggered iby iRa
i 

iand iended iright ibefore iRa
i i

q1, iwhere iaG i0 

iand iR0
i idenotes ithe ipi’s iinitial istate. iLet 

iWi
a idenote ithe iset iof iwrite ievents 

ihappening iin iIi
a. iAlso, iR ixŽ is iu. iŽor iW 

ixŽ is iu.. idenotes ithe iread iorŽ ithe iwrite 

ievent ion ia idata iitem. ix iwith ithe 

ireturning ior iwritten ivalueŽ i. iu. 

Definition i1 iAn iinterval iIi
a iis isaid ito ibe 

idependent ion ianother iinterval iIj
b iif ione 

iof ithe ifollowing iconditions iis isatisfied, 

iand isuch ia idependency irelation iis 

idenoted iby iIjbª iIia: 

C1. ii is ij iand i
a

s
b

q i1, ior 

C2. iRa
i is iR ixŽ is iu. iand iW ixŽ is iu. ig iWj

b iand 

ithere iis ino iother iW ixŽ is iuX. iin-

between iW ixŽ is iu. iand iR ixŽ is iu., ior 

C3. iThere iexists ian iinterval iIk
g, isuch 

ithat iIj
bª iIk

g iand iIk
gª iIi

a. I 

Figure i2 ishows ian iexample iof ithe 

icomputational idependency iamong ithe 

istate iintervals ifor ia iDSM isystem 

iconsisting iof ithree iprocesses ipi, ipj, iand 

ipk. iThe ihorizontal iarrow iin iFigure i2 ia 

irepresents ithe iprogress iof ithe 

icomputation iat ieachŽ i. iprocess iand ithe 

iarrow ifrom ione iprocess ito ianother 

irepresents ithe idata ipage itransfer 

ibetween ithe iprocesses. iA idata ipage iX 

iŽor iY i. icontaining ithe idata iitem ix iŽor iy. 

iis idenoted iby iX ixŽ i. iŽor iY iyŽ i... iFigure i2 

ib idepicts ithe idependency irelationŽ i. 

icreated iin iFigure i2 ia ias ia idirected igraph, 

iin iwhich ieach inode irepresents ia istateŽ i. 

iinterval iand ian iedge ior ia ipath ifrom ia 

inodeŽ i. ina ito ianother inode inb iindicates ia 

idirect iŽor ia itransitive. idependency 

irelation ifrom ia istate iinterval ina ito 

ianother istate iinterval inb. 

 

Figure i2. An iexample iof idependency irelations 

Note ithat iin iFigure i2 ia i, ithere iis ino 

idependency irelation ifromŽ i. Ij
1

 ito 

iIk
1

 iaccording ito ithe idefinition igiven 

ibefore. iHowever, iin ithe iDSM isystem, iit 

iis inot ieasy ito irecognize iwhich ipart iof ia 

idata ipage ihas ibeen iaccessed iby ia 

iprocess. iHence, ithe icomputation iin 

iFigure i2 ia imay inot ibe idifferentiated 

ifrom ithe ione iin iwhichŽ i. ipk’s iread 

ioperation iis iR iyŽ i
X.. iIn isuch ia icase, ithere 

imust ibe ia idependency irelation, iIj
1

 iª iIk
1. 

iThe idotted iarrow iin iFigure i2 ibŽ i. 

idenotes isuch ia ipossible idependency 

irelation iand ithe ilogging ischeme imust ibe 
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icarefully idesigned ito itake icare iof isuch ia 

ipossible idependency ifor iconsistent 

irecovery. 

The idependency irelations ibetween ithe 

istate iintervals imay icause ipossible 

iinconsistency iproblems iwhen ia iprocess 

irolls iback iand iperforms ithe 

irecomputation. iFigure i3 ishows itwo 

itypical iexamples iof iinconsistent 

irollback irecovery icases, idiscussed iin 

imessage-passing ibased idistributed 

icomputing isystems i6 i. iFirst, isup-w ix 

ipose ithe iprocess ipi iin iFigure i3 ia ishould 

iroll iback ito iits ilatest icheckpointŽ i. Ci 

idue ito ia ifailure ibut iit icannot iretrieve ithe 

isame idata iitem ifor iR iyŽ i.. iThen, ithe 

iresult iof iW ixŽ i. imay ibe idifferent ifrom 

ithe ione icomputed ibefore ithe ifailure iand 

ihence, ithe iconsistency ibetween ipi iand ipj 

ibecomes iviolated isince ipj’s icomputation 

iafter ithe ievent iR ixŽ i. idepends ion ithe 

iinvalidated icomputation. iSuch ia icase iis 

icalled ian iorphan imessage icase. 

 

Figure i3. Possible iinconsistent irecovery ilines. 

On ithe iother ihand, isuppose ithe 

iprocess ipj iin iFigure i3 ib ishould iroll iback 

ito iitsŽ i. ilatest icheckpoint iCj idue ito ia 

ifailure. iFor ipj ito iregenerate ithe iexact 

isame icomputation, iit ihas ito iretrieve ithe 

isame idata iitem ix ifrom ipi. iBut, ipi idoes 

inot iroll iback ito iresend ithe idata ipage iX 

ixŽ i.. iSuch ia icase iis icalled ia ilost imessage 

icase. iHowever, iin ithe iDSM isystem, ithe 

ilost imessage icase iitself idoes inot icause 

iany iinconsistency iproblem. iIf ithere ihas 

ibeen ino iother iwrite ioperation isince iW 

ixŽ i. iof ipi, ithen ipj ican iretrieve ithe isame 

icontents iof ithe ipage ifrom ithe icurrent 

iowner, iat iany itime. iEven ithough ithere 

ihas ibeen ianother iwrite ioperation iand 

ithe icontents iof ithe ipage ihas ibeen 

ichanged, ipj ican istill iretrieve ithe idata 

ipage iX ixŽ i. iŽeven iwith idifferent 

icontents. iand ithe idifferent 

irecomputation iof ipj idoes inot iaffect iother 

iprocesses iunless ipj ihad iany idependent 

iprocesses ibefore ithe ifailure. 

Hence, iin ithe iDSM isystem, ithe ionly 

irollback irecovery icase iwhich icauses ian 

iinconsistency iproblem iis ithe iorphan 

imessage icase. 

Definition i2 iA iprocess iis isaid ito irecover 

ito ia iconsistent ireco¨ery iline, iif iand ionly 

iif iit iis inot iinvolved iin iany iorphan 

imessage icase iafter ithe irollback 

irecovery. 

4. The ilogging iprotocol 

For iefficient ilogging, ithree iprinciples 

iare iadopted. iOne iis iwriter-based 

ilogging. iInstead iof imultiple ireaders 

ilogging ithe isame idata ipage, ione iwriter 

iprocess itakes ithe iresponsibility ifor 

ilogging iof ithe ipage. iAlso, iinvalidation-

triggered ilogging iis iused, iin iwhich 

ilogging iof ia idata ipage iis idelayed iuntil 

ithe ipage iis iinvalidated. iFinally, 

isemantic-based ilogging ioptimization iis 

iconsidered. iTo iavoid iunnecessary 

ilogging iactivities, ithe iaccess ipattern iof 

ithe idata iby irelated iprocesses iis 

iconsidered iin ithe ilogging istrategy. 
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4.1. Writer-based, iin¨alidation-

triggered ilogging 

For iconsistent iregeneration iof ithe 

icomputation, ia iprocess iis irequired ito 

ilog ithe isequence iof idata ipages iit ihas 

iaccessed. iIf ithe isame icontents iof ia idata 

ipage ihave ibeen iaccessed imore ithan 

ionce, ithe iprocess ishould ilog ithe ipage 

ionce iand ilog iits iaccess iduration, iinstead 

iof ilogging ithe isame ipage icontents, 

irepeatedly. iThe iaccess iduration iis 

idenoted iby ithe ifirst iand ithe ilast 

icomputational ipoints iat iwhich ithe ipage 

ihas ibeen iaccessed. iThe ilogging iof ia 

idata ipage ican ibe iperformed ieither iat ithe 

iprocess iwhich iaccessed iit iŽthe ireader. 

ior iat ithe iprocess iwhich iproduced iit iŽthe 

iwriter.. iSince ia idata ipage iproduced iby ia 

iwriter iis iusually iaccessed iby imultiple 

ireaders, iit iis imore iefficient ifor ione 

iwriter ito ilog ithe ipage irather ithan ifor 

imultiple ireaders ito ilog ithe isame ipage. 

iMoreover, ithe iwriter ican iutilize ithe 

ivolatile istorage ifor ithe ilogging iof ithe 

idata ipage, isince ithe ilogged ipages iare 

irequired ifor ithe ireader’s ifailure, inot ifor 

ithe iwriter’s iown ifailure. iEven iif ithe 

iwriter iloses ithe ipage ilog idue ito iits iown 

ifailure, iit ican iregenerate ithe icontents iof 

ithe ipage, iunder ithe iconsistent irecovery 

iassumption. 

To iuniquely iidentify ieach iversion iof 

idata ipages iand iits iaccess iduration, ieach 

iprocess ipi iin ithe isystem imaintains ithe 

ifollowing idata istructures iin iits ilocal 

imemory: 

v ipidi: iA iunique iidentifier iassigned ito 

iprocess ipi. 

v iopnumi: iA ivariable ithat icounts ithe 

inumber iof iread iand iwrite ioperations 

iperformed iby iprocess ipi. iUsing 

iopnumi, ia iunique isequence inumber iis 

iassigned ito ieach iof ithe iread iand iwrite 

ioperations iperformed iby ipi. 

For ieach iversion iof ithe idata ipage iX 

iproduced iby ipi, ia iunique iversion 

iidentifier iis iassigned. 
v iversion ix: iA iunique iidentifier iassigned 

ito ieach iversion iof idata ipage iX. 

iversion ix is ipid i:opnumi ii, iwhere 

iopnumi iis ithe iopnum ivalue iat ithe 

itime iwhen ipi iproduced ithe icurrent 

iversion iof iX. 

When ipi iproduces ia inew iversion iof iX 

iby ia iwrite ioperation, iversion ix iis 

iassigned ito ithe ipage. iWhen ithe icurrent 

iversion iof iX iis iinvalidated, ipi ilogs ithe 

icurrent iversion iof iX iwith iits iversion ix 

iinto ipi’s ivolatile ilog ispace, iand iit ialso 

ihas ito ilog ithe iaccess iduration ifor ithe 

icurrent ireaders iof ipage iX. iTo ireport ithe 

iaccess iduration iof ia ipage, ieach ireader ipj 

imaintains ithe ifollowing idata istructure 

iassociated iwith ipage iX, iin iits ilocal 

imemory. 

v iduration ijx: iA irecord ivariable iwith ifour 

ifields, iwhich idenote ithe iaccess 

iinformation iof ipage iX iat ipj. 

Ž i.1 pid: ipid ij. 

Ž i.2 version: iversion ix. 

Ž i.3 first: iThe ivalue iof iopnumj iat ithe 

itime iwhen ipage iX iis ifirst iaccessed iat ipj. 

Ž i.4 last: iThe ivalue iof iopnumj iat ithe 

itime iwhen ipage iX iis iinvalidated iat ipj. 

When ithe inew iversion iof ipage iX iis 

itransferred ifrom ithe icurrent iowner, ipj 

icreates iduration ijx iand ifills iout ithe 

ientries ipid, iversion, iand ifirst. iThe 

ientry ilast iis icompleted iwhen ipj ireceives 

ian iinvalidation imessage ifor iX ifrom ithe 

icurrent iowner, ipi. iProcess ipj ithen 

ipiggybacks ithe icomplete iduration ijx 
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iinto iits iinvalidation iacknowledgement 

isent ito ipi. iThe iowner ipi, iafter icollecting 

ithe idurationk ix ifrom ievery ireader ipk, 

ilogs ithe icollected iaccess iinformation 

iinto iits ivolatile ilog ispace. iThe iowner ipi 

imay ialso ihave idurationi ix, iif iit ihas iread 

ithe ipage iX iafter iwriting ion iit. iAnother 

iprocess iwhich iimplicitly iaccesses ithe 

icurrent iversion iof iX iis ithe inext iowner. 

iSince ithe inext iowner iusually imakes 

ipartial iupdates ion ithe icurrent iversion iof 

ithe ipage, ithe icurrent iversion ihas ito ibe 

iretrieved iin ithe ievent iof ithe inext 

iowner’s ifailure. iHence, iwhen ia iprocess 

ipk isends ia iwrite irequest ito ithe icurrent 

iowner ipi, iit ishould iattach iits iopnumk 

ivalue, iand ipi, ion ireceipt iof ithe irequest, 

icreate idurationk ix, iin iwhich ifirst is ilast is 

iopnumk iq i1. 

We ihere ihave ito inotice ithat ithe 

ivolatile ilogging iof iaccess iinformation 

iby ithe iwriter iprovides ifast iretrieval iin 

icase iof ia ireader’s ifailure. iHowever, ithe 

iinformation ican itotally ibe ilost iin ithe 

ievent iof ithe iwriter’s ifailure isince iunlike 

ithe idata ipage icontents, ithe iaccess 

iinformation icannot ibe ireconstructed 

iafter ithe iwriter’s ifailure. iHence, ito icope 

iwith ithe iconcurrent ifailures iwhich 

imight ioccur iat ithe iwriter iand 

 

Figure i4. An iexample iof iwriter-based, 

iinvalidation-triggered ilogging. 

the ireaders, istable ilogging iof ithe iaccess 

iinformation iis irequired. iWhen ithe 

iwriter ipi imakes ithe ivolatile ilog iof iaccess 

iinformation, iit ishould ialso isave ithe 

isame iinformation iinto iits istable ilog 

ispace, iso ithat ithe ireaders’ iaccess 

iinformation ican ibe ireconstructed iafter 

ithe iwriter ifails. 

Figure i4 ishows ihow ithe iwriter-based, 

iinvalidation-triggered ilogging iprotocol 

iis iexecuted iincorporated iwith ithe 

isequential iconsistency iprotocol, ifor ia 

isystem iconsisting iof ithree iprocesses ipi, 

ipj, iand ipk. iThe isymbol iRaŽ iX. iŽor iWaŽ 

iX.. iin ithe ifigure idenotes ithe iread ior ithe 

iwrite ioperation ito idata ipageŽ i. iX iwith 

ithe iopnum ivalue ia, iand iINV iXŽ i. 

idenotes ithe iinvalidation iof ipage iX. iIn 

ithe ifigure, iit iis iassumed ithat ithe idata 

ipage iX iis iinitially iowned iby iprocess ipj. 

iAs iis ievident ifrom ithe ifigure, ithe 

iproposed ilogging ischeme irequires ia 

ismall iamount iof iextra iinformation 

ipiggybacked ion ithe iwrite irequest 

imessage iand iinvalidation 

iacknowledgements. iAlso, ithe ivolatile 

iand ithe istable ilogging iis iperformed ionly 

iby ithe iwriter iprocess iand ionly iat ithe 

iinvalidation itime. iFigure i4 ialso ishows 

ithe icontents iof ivolatile iand istable ilog 

istorages iat iprocess ipj. iNote ithat ithe 

istable ilog iof ipj iincludes ionly ithe iaccess 

iinformation, iwhile ithe ivolatile ilog 

iincludes ithe icontents iof ipage iX iin 

iaddition ito ithe iaccess iinformation. 

By idelaying ithe ipage ilogging iuntil ithe 

iinvalidation itime, ithe ireaders’ iaccess 

iinformation ican ibe icollected iwithout 
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iany iextra icommunication. iMoreover, 

ithe ilogging iof iaccess iduration ifor 

imultiple ireaders ican ibe iperformed iwith 

ione istable istorage iaccess. iThough ithe 

iamount iof iaccess iinformation iis ismall, 

ifrequent iaccesses ito ithe istable istorage 

imay iseverely idegrade ithe isystem 

iperformance. iHence, iit iis ivery 

iimportant ito ireduce ithe ilogging 

ifrequency iwith ithe iinvalidationtriggered 

ilogging. iHowever, ithe iinvalidation-

triggered ilogging imay icause isome idata 

 

Figure i5. Writer-based, iinvalidation-triggered 

ilogging iprotocol. 

pages iaccessed iby ireaders ibut inot iyet 

iinvalidated ito ihave ino ilog ientries. iFor 

ithose ipages, ia ireader iprocess icannot 

iretrieve ithe ilog ientries iwhen iit ire-

executes ithe icomputation idue ito ia 

ifailure. iSuch ia idata ipage, ihowever, ican 

ibe isafely irefetched ifrom ithe icurrent 

iowner ieven iafter ithe ireader’s ifailure, 

isince ia idata ipage iaccessed iby imultiple 

ireaders icannot ibe iinvalidated iunless 

ievery ireader isends ithe iinvalidation 

iacknowledgement iback. iThat iis, ithe 

idata ipages icurrently ivalid iin ithe isystem 

ido inot inecessarily ihave ito ibe ilogged. 

The isequential iconsistency iprotocol 

iincorporated iwith ithe iwriter-based, 

iinvalidation-triggered ilogging iis 

iformally ipresented iin iFigure i5 iand 

iFigure i6, iin iwhich ithe ibold ifaced icodes 

iare ithe iones iadded ifor ithe ilogging 

iprotocol. 

4.2. Semantic-based ioptimization 

Every iinvalidated idata ipage iand iits 

iaccess iinformation, ihowever, ido inot 

inecessarily ihave ito ibe ilogged, 

iconsidering ithe isemantics iof ithe idata 

ipage iaccess. iSome idata ipages iaccessed 
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ican ibe ireproduced iduring ithe irecovery 

iand isome iaccess iduration ican iimplicitly 

ibe iestimated ifrom iother ilogged iaccess 

iinformation. iIn ithe isemantic- 

 

Figure i6. Writer-based, iinvalidation-triggered 

ilogging iprotocol icontinued i.Ž . 

based ilogging istrategy, isome 

iunnecessary ilogging ipoints iare idetected 

ibased ion ithe idata ipage iaccess ipattern, 

iand ithe ilogging iat isuch ipoints iis 

iavoided ior idelayed. iThis ilogging 

istrategy ican ifurther ireduce ithe 

ifrequency iof ithe istable ilogging iactivity 

iand ialso ireduce ithe inumber iof idata 

ipages ilogged iin ithe ivolatile istorage. 

First iof iall, ithe idata ipages iwith ino 

iremote iaccess ineed inot ibe ilogged. iA 

idata ipage iwith ino iremote iaccess imeans 

ithat ithe ipage iis iread iand iinvalidated 

ilocally, iwithout icreating iany 

idependency irelation. iFor iexample, iin 

iFigure i7, iprocess ipi ifirst ifetches ithe idata 

ipage iX ifrom ipj iand icreates ia inew 

iversion iof iX iwith ian iidentifier iŽi:1 i. 

iThis iversion iof ithe ipage iis ilocally iread 

ifor. R2Ž iX. iand iR3Ž iX., iand 

iinvalidated ifor iW4Ž iX.. iHowever, iwhen 

ithe iversion iŽi:1. iof iX iis iinvalidated idue 

ito ithe ioperation iW4Ž iX., ipi ineed inot ilog 

ithe icontents iof ipage iX iand ithe iaccess 

iduration iŽi, ii:1, i2, i4 i. iThe ireason iis ithat 

iduring ithe irecovery iof. pi, ithe 

iversion ii:1 iofŽ i. iX ican ibe iregenerated iby 

ithe ioperation iW1Ž iX. iand ithe iaccess 

iduration ii, ii:1, i2, i4 ican ibeŽ i. iestimated 

ias ithe iduration ibetween iW1Ž iX. iand iW4Ž 

iX.. iThe inext iversion iŽi:4. iof ipage iX, 

ihowever, ineeds ito ibe ilogged iwhen iit iis 

iinvalidated idue ito ithe ioperation iW2Ž iX. 

iof ipj, isince ithe ioperation iW2Ž iX. iof ipj 

iimplicitly irequires ithe iremote iaccess iof 

ithe iversion ii:4 i.Ž i. 

By ieliminating ithe ilogging iof ilocal 

idata ipages, ithe inumber iof ilogged idata 

ipages iin ithe ivolatile ilog ispace iand ialso 

ithe iaccess ifrequency ito ithe istable ilog 

ispace ican isignificantly ibe ireduced. 

iHowever, isuch ielimination imay icause 

isome iinconsistency iproblems ias ishown 

iin iFigure i8, iif iit iis iintegrated iwith ithe 

iinvalidation-triggered ilogging. iSuppose 

ithat iprocess ipi iin ithe ifigure ishould iroll 

iback iafter iits ifailure. iFor iconsistent 

irecovery, ipi ihas ito iperform ithe 

irecomputation iup ito iW4Ž iX.. iOtherwise, 

 

Figure i7. An iexample iof ilocal idata iaccesses. 

 

Figure i8. An iexample iof ioperation icounter 

ivectors. 

an iorphan imessage icase ioccurs ibetween 

ipi iand ipj. iHowever, ipi iperformed iits ilast 

ilogging ioperation ibefore iW2Ž iX. iand 

ithere iis ino ilog ientry iup ito iW4Ž iX.. iIf ipi 

ihas ino idependency ion ipj, ithen iit idoes 

inot imatter iwhether ipi irolls iback ito iW2Ž 

iX. ior ito iW4Ž iX.. iHowever, idue ito ithe 

idependency ion ipj, iprocess ipi ihas ito 

iperform ithe irecomputation iat ileast iup ito 

ithe ipoint iat iwhich ithe idependency ihas 

ibeen iformed. 

To irecord ithe iopnum ivalue iup ito 

iwhich ia iprocess ihas ito irecover, ieach 

iprocess ipi iin ithe isystem imaintains ian in-

integer iarray, icalled ian ioperation 

icounter i¨ector iŽOCV i., iwhere in iis ithe 



A iLOW iOVERHEAD iLOGGING iSCHEME 305 

inumber iof iprocesses iin ithe isystem 

iŽOCVi is iŽViw ix1 i, i. i. i. i, iV iiiw ix, 

. i. i. i, iV iniw ix... iThe ii-th ientry, iV iiiw ix, 

idenotes ithe icurrent iopnum ivalue iof ipi, 

iand iV ijiw ix iŽi i/ ij. idenotes ithe ilast 

iopnum ivalue iof ipj ion iwhich ipi’s icurrent 

icomputation iis idependent. iThis inotation 

iis isimilar ito ithe icausal ivector iproposed 

iin i18 i. iHence,w ix iwhen ia iprocess ipj 

itransfers ia idata ipage ito ianother iprocess 

ipi, iit isends iits icurrent iOCVj ivalue iwith 

ithe ipage. iThe ireceiver ipi ithen iupdates iits 

iOCVi iby itaking ithe ientry-wise 

imaximum ivalue iof ithe ireceived ivector 

iand iits iown ivector, ias ifollows: 

OCVi is iŽmax iVŽ iiw ix1 i, iVjw ix1 

i., i. i. i. i, imax iV inŽ iiw ix, iV injw ix... 

For iexample, iin iFigure i8, iwhen ipi 

isends ithe idata ipage iX iand iits iversion 

iidentifier ii;4 itoŽ i. ipj, iit isends iits iOCVi is 

iŽ4, i0, i0 iwith ithe ipage iand ithen. ipj 

iupdates iits iOCVj ias i4, i2, i0 i. iWhenŽ i. ipj 

isends ithe idata ipage iY iand iits iversion 

iidentifier ij:3Ž i. ito ipk, iOCVj is iŽ4, i3, i0. iis 

ialso isent iwith ithe ipage, iand iOCVk iis 

iupdated ias iOCVk is iŽ4, i3, i1 i. iAs ia iresult, 

ieach. iV ijiw ix iin iOCVi iindicates ithe ilast 

ioperation iof iprocess ipj ion iwhich iprocess 

ipi’s icurrent icomputation iis idirectly ior 

itransitively idependent. iHence, iwhen ipj 

iperforms ia irollback irecovery, iit ihas ito 

icomplete ithe irecomputation iat ileast iup 

ito ithe ipoint iV ijiw ix ito iyield iconsistent 

istates ibetween ipi iand ipj. 

Another idata iaccess ipattern ito ibe 

iconsidered ifor ithe ilogging ioptimization 

iis ia isequence iof iwrite ioperations 

iperformed ion ia idata ipage, ias ishown iin 

iFigure i9. iProcesses ipi, ipj, ipk, iand ipl, iin 

ithe ifigure, isequentially iwrite ion ia idata 

ipage iX, ialthough, ithe iwritten idata iis 

iread ionly iby iR2Ž iX. iof ipl. iThis iaccess 

ipattern imeans ithat ithe ionly iexplicit 

idependency irelation iwhich ioccurred iin 

ithe isystem iis iW1Ž iX. iª iR2Ž iX. iof ipl. iEven 

ithough ithere iis ino iexplicit idependency 

ibetween iany iof ithe iwrite ioperations 

ishown iin ithe ifigure, ithe iwrite 

iprecedence iorder ibetween ithose 

 

Figure i9. An iexample iof iwrite iprecedence iorder. 

operations iis ivery iimportant, isince ithe 

iorder iindicates ithe ipossible idependency 

irelation iexplained iin iSection i3 iand iit 

ialso iindicates iwhich iprocess ishould 

ibecome ithe icurrent iowner iof ithe ipage 

iafter ithe irecovery. iTo ireduce ithe 

ifrequency iof istable ilogging iwithout 

iviolating ithe iwrite iprecedence iorder, iwe 

isuggest ithe idelayed istable ilogging iof 

isome iwrite iprecedence iorders. 

In idelayed istable ilogging, ithe ivolatile 

ilogging iof ia idata ipage iand iits iaccess 

iduration iis iperformed ias idescribed 

ibefore, ibut, ithe istable ilogging iis inot 

iperformed iwhen ia idata ipage ihaving ino 

icopy-set iis iinvalidated. iInstead, ithe 

iinformation iregarding ithe iprecedence 

iorder ibetween ithe icurrent iowner iof ithe 

ipage iand iits inext iowner iis iattached iinto 

ithe idata ipage itransferred ito ithe inext 

iowner. iSince ithe inew iowner imaintains 

ithe iunlogged iprecedence iorder 

iinformation, ithe icorrect irecomputation 

iof iits iprecedent ican ibe iperformed ias 

ilong ias ithe inew iowner isurvives. iNow, 

isuppose ithat ithe inew iowner iand iits 
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iprecedent ifail iconcurrently. iIf ithe inew 

iowner ifails iwithout imaking iany inew 

idependent iafter ithe iwrite, iarbitrary 

irecomputation imay inot icause iany 

iinconsistency iproblem ibetween ithe inew 

iowner iand iits iprecedent. iHowever, iif iit 

ifails imaking inew idependents iafter ithe 

iwrite, icorrect irecovery imay inot ibe 

ipossible. iHence, ia iprocess imaintaining 

ithe iunlogged iprecedence iorder 

iinformation ishould iperform ithe istable 

ilogging ibefore iit icreates iany idependent 

iprocess. 

For iexample, iin iFigure i9, ipi idoes inot 

iperform istable ilogging iwhen iit 

iinvalidates ipage iX. iInstead, ipj imaintains 

ithe iprecedence iinformation, isuch ias 

iŽi:1.ªŽj:1 i,. iand iperforms istable ilogging 

iwhen iit itransfers ipage iX ito ipk. iAt ithis 

itime, ithe iprecedence iorder ibetween ipj 

iand ipk, iŽj:1.ªŽk:1 i, ican ialso ibe istably 

ilogged. itogether. iHence, ithe ipage iX 

itransferred ifrom ipj ito ipk ineed inot icarry 

ithe iprecedence irelation ibetween ipj iand 

ipk. iAs ia iresult, ithe icomputation ishown 

iin iFigure i9 irequires iat imost itwo istable 

ilogging iactivities, iinstead iof ifour istable 

ilogging iactivities. 

5. The irecovery iprotocol 

For iconsistent irecovery, itwo ilog 

istructures iare iused. iThe ivolatile ilog iis 

imainly iused ifor ithe irecovery iprocess ito 

iperform iconsistent irecomputation, iand 

ithe istable ilog iis iused ito ireconstruct ithe 

ivolatile ilog ito itolerate imultiple ifailures. 

iIn iaddition ito ithe idata ilogging, 

iindependent icheckpointing iis 

iperiodically iperformed iby ieach iprocess 

ito ireduce ithe irecomputation itime. 

5.1. Checkpointing iand igarbage 

icollection 

To ireduce ithe iamount iof irecomputation 

iin icase iof ia ifailure, ieach iprocess iin ithe 

isystem iperiodically itakes ia icheckpoint. 

iA icheckpoint iof ia iprocess ipi iincludes 

ithe iintermediate istate iof ithe iprocess, ithe 

icurrent ivalue iof iopnumi iand iOCVi, iand 

ithe idata ipages iwhich ipi icurrently 

imaintains. iWhen ia iprocess itakes ia inew 

icheckpoint, iit ican isafely idiscard iits 

iprevious icheckpoint. iThe icheckpointing 

iactivities iamong ithe irelated iprocesses 

ineed inot ibe iperformed iin ia icoordinated 

imanner. 

A iprocess, ihowever, ihas ito ibe icareful 

iin idiscarding ithe istable ilog icontents 

isaved ibefore ithe inew icheckpoint, isince 

iany iof ithose ilog ientries imay istill ibe 

irequested iby iother idependent iprocesses. 

iHence, ifor ieach icheckpoint, iCa, iof ia 

iprocess ipi, ipi imaintains ia ilogging i¨ector, 

isay iLVi, ia. iThe ijth
 ientry iof ithe ivector, 

idenoted iby iLVi, ia[ i]j i, iindicates ithe 

ilargest iopnumj ivalue iin iduration ijx 

ilogged ibefore ithe icorresponding 

icheckpoint. iWhen ia iprocess ipj itakes ia 

inew icheckpoint iand ithe irecomputation 

ibefore ithat icheckpoint iis ino ilonger 

irequired, iit isends iits icurrent iopnumj 

ivalue ito ithe iother iprocesses. iEach 

iprocess ipi iperiodically icompares ithe 

ireceived iopnumj ivalue iwith ithe iLVi, ia[ 

i]j ivalue iof ieach icheckpoint iCa. iWhen 

ifor ievery ipj iin ithe isystem, ithe ireceived 

iopnumj ibecomes ilarger ithan iLVi, ia[ i]j i, 

iprocess ipi ican isafely idiscard ithe ilog 

iinformation isaved ibefore ithe 

icheckpoint, iCa. 
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5.2. Rollback-reco¨ery 

The icase iof irecovery iof ia isingle ifailure 

iis idiscussed ifirst. iFor ia iprocess ipi ito ibe 

irecovered ifrom ia ifailure, ia irecovery 

iprocess ifor ipi, isay ipX
i, iis ifirst icreated 

iand iit isets ipi’s istatus ias ireco¨ering. 

iProcess ipX
i ithen ibroadcasts ithe ilog 

icollection imessage ito iall ithe iother 

iprocesses iin ithe isystem. iOn ithe ireceipt 

iof ithe ilog icollection imessage, ieach 

iprocess ipj ireplies iwith ithe ii-th ientry iof 

iits iOCVj, iV iijw ix. iAlso, ifor iany idata 

ipage iX iwhich iis ilogged iat ipj iand 

iaccessed iby ipi, ithe ilogged ientry iof 

idurationi ix iand ithe icontents iof ipage iX 

iare iattached ito ithe ireply imessage. iWhen 

ipX
i icollects ithe ireply imessages ifrom iall 

ithe iprocesses iin ithe isystem, iit icreates iits 

ireco¨ery i  ilog iby iarranging ithe 

ireceived idurationi ix iin ithe iorder iof 

idurationi ix.first iand ialso iarranging ithe 

ireceived idata ipages iin ithe 

icorresponding iorder. iProcess ipX
i ithen 

iselects ithe imaximum ivalue iamong ithe 

icollected iV iijw ix ientries, iwhere ij is i1, i. i. i. 

i, in, iand isets ithe ivalue ias ipi’s ireco¨ery 

ipoint. 

Since iall ithe iother iprocesses iin ithe 

isystem, iexcept ipi, iare iin ithe inormal 

icomputational istatus, ipX
i ican icollect ithe 

ireply imessages ifrom iall iof ithem, iand 

ithe iselected irecovery ipoint iof ipi 

iindicates ithe ilast icomputational istate iof 

ipi ion iwhich iany iprocess iin ithe isystem iis 

idependent. iAlso, ithe iconstructed 

ireco¨ery i  ilog ifor ipi iincludes ievery 

iremote idata ipage ithat ipi ihas iaccessed 

ibefore ithe ifailure. iThe irecovery iprocess 

ipX
i ithen irestores ithe icomputational istate 

ifrom ithe ilast icheckpoint iof ipi iand ifrom 

ithe irestored istate, iprocess ipi ibegins ithe 

irecomputation. iThe irestored istate 

iincludes ithe isame iset iof iactive idata 

ipages iwhich iwere iresiding iin ithe imain 

imemory iwhen ithe icheckpoint iwas 

itaken. iThe ivalue iof iopnumi iis ialso iset 

ias iat ithe icheckpointing itime. iDuring ithe 

irecomputation, iprocess ipi imaintains ia 

ivariable, icalled iNexti, iwhich iis ithe ivalue 

iof idurationi ix.first ifor ithe ifirst ientry iof 

ithe ireco¨erylog, iand iNexti iindicates ithe 

itime ito ifetch ithe inext idata ipage ifrom ithe 

ireco¨ery i  ilog. 

The iread iand iwrite ioperations ifor ipi’s 

irecomputation iare iperformed ias 

ifollows: iFor ieach iread ior iwrite 

ioperation, ipi ifirst iincrements iits iopnumi 

ivalue iby ione, iand ithen icompares 

iopnumi iwith iNexti. iIf ithey imatch, ithe 

ifirst ientry iof ithe ireco¨ery i  ilog 

iincluding ithe icontents iof ithe 

icorresponding ipage iand iits idurationi ix iis 

imoved ito ithe iacti¨e idata ipage ispace. 

iThen, ithe ioperation iis iperformed ion ithe 

inew ipage iand iany iprevious iversion iof 

ithe ipage iis iremoved ifrom ithe iactive 

idata ipage ispace. iThe inew iversion iof ithe 

ipage iis iused ifor ithe iread iand iwrite 

ioperations iuntil iopnumi ireaches ithe 

ivalue iof idurationi ix.last. iFor isome iread 

iand iwrite ioperations, idata ipages icreated 

iduring ithe irecomputation ineed ito ibe 

iused ibecause iof ithe ilogging 

ioptimization. iHence, iif ia inew iversion iof 

ia idata ipage iX iis icreated iby ia iwrite 

ioperation iand ithe icorresponding ilog 

ientry iis inot ifound iin ithe ireco¨ery i  ilog, 

ithe ipage imust ibe ikept iin ithe iactive idata 
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ipage ispace iand ithe idurationi ix.last iis iset 

ias iinfinity. iThis iversion iof ipage iX ican 

ibe iused iuntil ithe inext iwrite ioperation ion 

iX iis iperformed ior ia inew iversion iof iX iis 

iretrieved ifrom ithe ireco¨ery i  ilog. 

Sometimes, iwhen ipi ireads ia idata ipage 

iX, iit imay iface ithe isituation ithat ia ivalid 

iversion iof iX iis inot ifound iin ithe iactive 

idata ipage ispace iand iit iis inot iyet ithe itime 

ito ifetch ithe inext ilog ientry iŽopnumi i- 

iNexti.. iThis isituation ioccurs ifor ia idata 

ipage iwhich ihas ibeen iaccessed iby ipi 

ibefore iits ifailure, ibut, ihas inot ibeen 

iinvalidated. iNote ithat isuch ia ipage ihas 

inot ibeen ilogged isince ithe icurrent 

iversion iis istill ivalid. iIn ithis icase, ithe 

icurrent iversion iof ipage iX imust ibe 

irefetched ifrom ithe icurrent iowner. 

iHence, iwhen ipi ireads ia idata ipage iX, iit 

ihas ito irequest ithe ipage iX ifrom ithe 

icurrent iowner, iif iit idoes inot ihave iany 

iversion iof iX iin ithe iactive idata ipage 

ispace, ior, ithe idurationi ix.last ivalue ifor 

ipage iX iin ithe iactive idata ipage ispace iis 

iless ithan iopnumi. iIn iboth icases, 

iopnumi imust ibe iless ithan iNexti. iAny 

iprevious iversion iof ipage iX ihas ito ibe 

iinvalidated iafter ireceiving ia inew 

iversion. iThe iretrieval iand ithe 

iinvalidation iactivities iof idata ipages 

iduring ithe irecomputation iare 

isummarized iin iTable i1. iThe iactive idata 

ipage ispace iis iabbreviated ito iADPS iin 

ithe itable. 

During ithe irecomputation, iprocess ipi 

ialso ihas ito ireconstruct ithe ivolatile ilog 

icontents iwhich iwere imaintained ibefore 

ithe ifailure, ifor ithe irecovery iof iother 

idependent iprocesses. iThe iaccess 

iinformation iof ipi’s ivolatile ilog ican ibe 

iretrieved ifrom iits istable ilog icontents 

iwhile ipX
i iis iwaiting ifor ithe ireply 

imessages iafter isending iout ithe ilog i  

icollection irequests. iHowever, ithe idata 

ipages iwhich iwere isaved iin ithe ivolatile 

ilog imust ibe icreated iduring ithe 

irecomputation. iHence, ifor ieach iwrite 

ioperation, ipi ilogs ithe icontents iof ithe 

ipage iwith iits iversion iidentifier iif ithe 

icorresponding iaccess iinformation ientry 

iis ifound iin ithe ivolatile ilog. iIn iany icase, 

ithe iwrite ioperation imay icause ithe 

iinvalidation iof ithe iprevious iversion iof 

ithe ipage iin ithe iactive idata ipage ispace, 

ihowever, iit idoes inot iissue iany 

iinvalidation imessages ito ithe iother 

iprocesses iduring ithe irecomputation. 

iWhen iopnumi ireaches ithe iselected 

Table i1. iRetrieval iof idata ipages iduring ithe 

irecomputation 
Condition 

 
opnumi i- 

iNexti 
X ig iADPS iand 

opnumi iF idurationi ix.last iWrite iPage 

iXŽ i. Ž i. 
 X ig iADPS iand 

 

iRequest iX ito 

iOwner iXŽ i. Ž 

i. 
 opnumi i) idurationi ix.last 

X if iADPS 

 

iRequest iX ito 

iOwner iXŽ i. Ž 

i. 
opnumi iG 

iNexti 
 

 ilog 

iInvalidate iXŽ 

i. 

 
recovery ipoint, ipi ichanges iits istatus ifrom 

ireco¨ering ito inormal iand iresumes ithe 

inormal icomputation. 

Now, iwe iextend ithe iprotocol ito 

ihandle iconcurrent irecoveries ifrom 

imultiple ifailures. iWhile ia iprocess ipi iŽor 

ipX
i. iperforms ithe irecovery iprocedure, 

ianother iprocess ipj iin ithe isystem ican ibe 
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iin ithe ifailed istate ior ican ialso ibe iin ithe 

ireco¨ering istatus. iIf ipj iis iin ithe ifailed 

istate, iit icannot ireply iback ito ithe ilog i  

icollection imessage iof ipX
i, iand ihence ipX

i 

ihas ito iwait iuntil ipj iwakes iup. iHowever, 

iif ipj iis iin ithe ireco¨ering istatus, iit ishould 

inot imake ipi iwait ifor iits ireply isince, iin 

isuch ia icase, iboth ipi iand ipj imust iend iup 

iwith ia ideadlocked isituation. iHence, iany 

imessage isent iout iduring ithe ireco¨ering 

istatus imust icarry ithe ireco¨ery imark ito 

ibe idifferentiated ifrom ithe inormal iones, 

iand isuch ia ireco¨ery imessage imust ibe 

itaken icare iof iwithout iblocking, iwhether 

ithe imessage iis ifor iits iown irecovery ior 

irelated ito ithe irecovery iof ianother 

iprocess. iHowever, iany inormal imessage, 

isuch ias ia ireadrwrite irequest ior ian 

iinvalidation imessage, ineed inot ibe 

idelivered ito ia iprocess iin ithe ireco¨ering 

istatus, isince ithe iprocessing iof isuch ia 

imessage iduring ithe irecovery imay 

iviolate ithe iintegrity iof ithe isystem. 

When ipi iŽor ipX
i. iin ithe ireco¨ering 

istatus ireceives ia ilog i  icollection 

imessage ifrom ianother iprocess ipX
j, iit 

ireconstructs ithe iaccess iinformation ipart 

iof ipi’s ivolatile ilog ifrom ithe istable ilog 

icontents, iif iit ihas inot iyet idone iso. iIt ithen 

ireplies ito ipj iwith ithe iduration ijx ientries 

ilogged iat ipi. iEven ithough ithe iaccess 

iinformation ican ibe irestored ifrom ithe 

istable ilog icontents, ithe idata ipages 

iwhich iwere icontained iin ithe ivolatile ilog 

imay ihave inot iyet ibeen ireproduced. 

iHence, ifor ieach iduration ijx isent ito ipj, ipi 

iŽor ipX
i. irecords ithe ivalue iof iduration 

ijx.version iand ithe icorresponding idata 

ipage ishould ibe isent ito ipj ilater ias ipi 

icreates ithe ipage iduring ithe 

irecomputation. iProcess ipj ibegins ithe 

irecomputation ias ithe iaccess iinformation 

iis icollected ifrom ievery iprocess iin ithe 

isystem. 

As ia iresult, ifor ievery idata ipage 

ilogged ibefore ithe ifailure, ithe 

icorresponding ilog ientry, idurationi ix, 

ican ibe iretrieved ifrom ithe irecovery ilog, 

ihowever, ithe icorresponding idata ipage iX 

imay inot iexist iin ithe irecovery ilog iwhen 

ithe iprocess ipi ibegins ithe irecomputation. 

iNote ithat iin ithis icase, ithe iwriter iof ithe 

icorresponding ipage imay ialso ibe iin ithe 

irecovery iprocedure. iHence, ipi ihas ito 

iwait iuntil ithe iwriter iprocess isends ithe 

ipage iX iduring ithe irecomputation ior iit 

imay isend ithe irequest ifor ithe ipage iX 

iusing ithe idurationi ix.version. iIn ithe 

iworst icase, iif itwo iprocesses ipi iand ipj 

iconcurrently iexecute ithe irecomputation, 

ithe idata ipages imust ibe iretransferred 

ibetween itwo iprocesses ias ithey ihave 

idone ibefore ithe ifailure. iHowever, ithere 

icannot ioccur iany ideadlocked isituation, 

isince ithe idata itransfer iexactly ifollows 

ithe iscenario idescribed iby ithe iaccess 

iinformation iin ithe irecovery ilog iand ithe 

iscenario imust ifollow ia isequentially 

iconsistent imemory imodel. 

Before ithe irecovery iprocess ipi ibegins 

iits inormal icomputation, iit ihas ito 

ireconstruct itwo imore iitems iof 

iinformation: iOne iis ithe icurrent 

ioperation icounter ivector iand ithe iother iis 

ithe idata ipage idirectory. iThe ioperation 

icounter ivector ican ibe ireconstructed 

ifrom ithe ivector ivalues ireceived ifrom 

iother iprocesses iin ithe isystem. iFor ieach 

iV ijiw ix ivalue, ipi ican iuse ithe ivalue iV iijw ix 

iretrieved ifrom iprocess ipj, iand ifor ithe iV 

iiiw ix ivalue, iit ican iuse iits icurrent iopnumi 

ivalue. iThe idirectory iincludes ithe 

iownership iand ithe icopy-set iinformation 

ifor ieach idata ipage iit iowns. iThe 

icheckpoint iof ipi icontains ithe iownership 

iinformation iof ithe idata ipages iit ihas 

iowned iat ithe itime iof icheckpointing. 
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iHence, iduring ithe irecomputation, ipi ican 

ireconstruct iits icurrent iownership 

iinformation ias ifollows: iWhen ipi 

iperforms ia iwrite ioperation ion ia idata 

ipage, iit irecords ithe iownership iof ithe 

ipage ion ithe idirectory. iWhen ipi ireads ia 

inew idata ipage ifrom ithe ilog, iit 

iinvalidates ithe iownership iof ithat ipage 

isince ithe ilogging imeans iinvalidation. 

iHowever, ithe icopy-set iof ithe idata ipages 

ithe iprocess iowns ican inot ibe iobtained. 

iSince ithe icopy-set iinformation iis ifor 

ifuture iinvalidation iof ithe ipage, ithe 

iprocess ican iput iall ithe iprocesses iinto 

ithe icopy-set. 

6. The icorrectness 

Now, iwe iprove ithe icorrectness iof ithe 

iproposed ilogging iand irecovery 

iprotocols. 

Lemma i1: iThe ireco¨ery ipoint iselected 

iunder ithe iproposed ireco¨ery iprotocol 

iis iconsistent. 

Proof: iWe iprove ithe ilemma iby ia 

icontradiction. iSuppose ithat ia iprocess ipi 

irecovering ifrom ia ifailure iselects ian 

iinconsistent irecovery ipoint, isay iRi. 

iThen, ipi imust ihave iproduced ia idata ipage 

iX iwith iversion ix is ii:k, iwhere ik i) iRi, iand 

ithere imust ibe ianother iprocess ipj ialive iin 

ithe isystem, iwhich ihas iread ithat ipage. 

iThis imeans ithat iV iijw ix iof ipj imust ibe 

ilarger ithan ior iequal ito ik. iSince iRi iis 

iselected ias ithe imaximum ivalue iamong 

ithe iVkw ixi ivalues icollected, iRi iG iV iijw ix 

iand iV iijw ix iG ik. iA icontradiction ioccurs.

 I 

Lemma i2: iUnder ithe iproposed ilogging 

iprotocol, ia ilog iexists ifor ie¨ery idata 

iaccess ipoint iprior ito ithe iselected 

ireco¨ery ipoint. 

Proof: iFor iany idata iaccess ipoint, iif ithe 

ipage iused ihas ibeen itransferred ifrom 

ianother iprocess, ieither iit iwas ilogged 

ibefore iit iwas itransferred iŽthe iremote 

iwrite icase ior iit iis ilogged iwhen ithe ipage 

iis iinvalidated ithe iremote iread icase i. iIf ia 

idata. Ž i. ipage ilocally igenerated iis 

iused ifor ia idata iaccess ipoint, ieither ia ilog 

iis icreated ifor ithe ipage iwhen ithe ipage iis 

iinvalidated iŽthe iremote iinvalidation 

icase. ior ithe ilog icontents ican ibe 

icalculated ifrom ithe inext iwrite ipoint ithe 

ilocal iinvalidation icase i.Ž i. iIn iany icase, 

ithe ipage iwhich ihas inot ibeen iinvalidated 

ibefore ithe ifailure ican ibe iretrieved ifrom 

ithe icurrent iowner. iTherefore, ifor iany 

idata iaccess ipoint, ithe ilog iof ithe idata 

ipage ican ieither ibe ifound iin ithe irecovery 

ilog ior icalculated ifrom iother ilog 

icontents. I 

Theorem i1: iA iprocess ireco¨ers ito ia 

iconsistent ireco¨ery iline iunder ithe 

iproposed ilogging iand ireco¨ery 

iprotocols. 

Proof: iUnder ithe iproposed irecovery 

iprotocol, ia irecovering iprocess iselects ia 

iconsistent irecovery ipoint iŽLemma i1 i, 

iand ithe ilogging iprotocol iensures ithat 

ifor. ievery idata iaccess ipoint iprior ito ithe 

iselected irecovery ipoint, ia idata ilog iexists 

iŽLemma i2 i. iTherefore, ithe iprocess 

irecovers ito ia iconsistent irecovery iline..

 I 
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7. The iperformance istudy 

To ievaluate ithe iperformance iof ithe 

iproposed ischeme, itwo isets iof 

iexperiments ihave ibeen iperformed. iA 

isimple itrace-driven isimulator ihas ibeen 

ibuilt ito iexamine ithe ilogging ibehavior iof 

ivarious iparallel iprograms irunning ion 

ithe iDSM isystem, ithen ithe ilogging 

iprotocols iimplemented ion itop iof ithe 

iCVM isystem ito imeasure ithe ieffects iof 

ilogging iunder ithe iactual isystem 

ienvironments. 

7.1. Simulation iresults 

A itrace-driven isimulator ihas ibeen ibuilt 

iand ithe ifollowing ilogging iprotocols 

ihave ibeen isimulated: 

Shared-access itracking i(SAT) i[23 i:] 

iEach iprocess ilogs ithe idata ipages 

itransferred ifor iread iand iwrite 

ioperations, iand ialso ilogs ithe iaccess 

iinformation iof ithe ipages. 

Read-write ilogging i(RWL) i[11 i:] iEach 

iprocess ilogs ithe idata ipages iproduced iby 

iitself, iand ialso, ifor ithe idata ipages 

iaccessed, iit ilogs ithe iaccess iinformation 

iof ithe ipages. iIn iboth iof ithe iSAT iand ithe 

iRWL ischemes, ithe idata ipages iand ithe 

irelated iinformation iare ifirst isaved iin ithe 

ivolatile istorage iand ithen ilogged iinto ithe 

istable istorage iwhen ia iprocess icreates 

inew idependency iby itransferring ia idata 

ipage. iWrite-triggered ilogging iWTL i:( 

i) iThis iis iwhat iwe ipropose iin ithis ipaper. 

The isimulation ihas ibeen irun iwith itwo 

idifferent isets iof itraces: iOne iis ithe itraces 

isynthetically igenerated iusing irandom 

inumbers iand ithe iother iis ithe iexecution 

itraces iof isome iparallel iprograms. 

First, ifor ithe isimulation, ia imodel iwith 

i10 iprocesses iis iused iand ithe iworkload iis 

irandomly igenerated iby iusing ithree 

irandom inumbers ifor ithe iprocess 

inumber, ithe ireadrwrite iratio, iand ithe 

ipage inumber. iOne isimulation irun 

iconsists iof i100,000 iworkload irecords 

iand ithe isimulation iwas irepeated iwith 

ivarious ireadrwrite iratios iand ilocality 

ivalues. iThe ireadrwrite iratio iindicates 

ithe iproportion iof iread ioperations ito ithe 

itotal inumber iof ioperations. iA ireadrwrite 

iratio iof i0.9 imeans ithat i90% iof 

ioperations iare ireads iand i10% iare iwrites. 

iThe ilocality iis ithe iratio iof imemory 

iaccesses iwhich iare isatisfied ilocally. iA 

ilocality iof i0.9 imeans ithat i90% iof ithe 

idata iaccesses iare ifor ithe ilocal ipages. 

The isimulation iresults iwith ithe 

isynthetic itraces iare ithe iones iwhich ibest 

ishow ithe ieffects iof ilogging ifor ithe 

ivarious iapplication iprogram itypes. 

iFigure i10 iand iFigure i11 ishow ithe 

ieffects iof ithe ireadrwrite iratio iand ithe 

ilocality iof ithe iapplication iprogram ion 

ithe inumber iof ilogged idata ipages iand ithe 

ifrequency iof istable ilogging, 

irespectively. iThe inumber iin ithe 

iparenthesis iof ithe ilegend iindicates ithe 

ilocality. iIn ithe iSAT ischeme, iafter ieach 

idata ipage imiss, ilogging iof ithe inewly 

itransferred ipage iis irequired. iHence, ias 

ithe iwrite iratio iincreases, ia ilarge inumber 

iof idata ipages 

 

Figure i10. Comparison iof ithe iamount iof ilogging 

isynthetic itraces i.Ž . 
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become iinvalidated iand ia ilarge inumber 

iof ipage imisses ican ioccur. iAs ia iresult, 

ithe inumber iof ilogged ipages iand ialso ithe 

ilogging ifrequency iare iincreased. 

iHowever, ias ithe ilocality iincreases, ia 

ihigher iproportion iof ithe ipage iaccesses 

ican ibe isatisfied ilocally, iand ihence ithe 

inumber iof idata ipages ito ibe ilogged iand 

ithe ilogging ifrequency ican ibe idecreased. 

 

Figure i11. Comparison iof ithe ilogging ifrequency 

isynthetic itraces i.Ž . 

In ithe iRWL ischeme, ithe inumber iof 

ilogged idata ipages iis idirectly 

iproportional ito ithe iwrite iratio iand ithis 

inumber iis inot iaffected iby ithe ilocality, 

isince ieach iwrite ioperation irequires 

ilogging. iHowever, ithe istable ilogging 

iunder ithis ischeme iis iperformed iwhen 

ithe iprocess icreates ia inew idependent ias 

iin ithe iSAT ischeme, iand ihence, ithe 

ilogging ifrequency iof ithe iRWL ischeme 

ishows ia iperformance iwhich iis isimilar ito 

ithat ione iof ithe iSAT ischeme. iComparing 

ithe iSAT ischeme iwith ithe iRWL ischeme, 

ithe iperformance iof ithe iSAT ischeme iis 

ibetter iwhen iboth ithe iwrite iratio iand ithe 

ilocality iare ihigh, isince iin isuch 

ienvironments, ithere ihas ito ibe ia ilot iof 

ilogging ifor ithe ilocal iwrites iin ithe iRWL 

ischeme. 

As ifor ithe iWTL ischeme, ionly ithe 

ipages ibeing iupdated iare ilogged iand ithe 

ilogging iis iperformed ionly iat ithe iowners 

iof ithe idata ipages. iCompared iwith ithe 

iSAT ischeme iin iwhich ievery iprocess iin 

ithe icopy-set iperforms ithe ilogging, ithe 

inumber iof ilogged idata ipages iis imuch 

ismaller iand ithe ilogging ifrequency iis 

imuch ilower iin ithe iWTL ischeme. iAlso, 

iin ithe iWTL ischeme, ithere iis ino ilogging 

ifor idata ipages iwith ino iremote iaccess 

iand isome ilogging iof ithe iwrite-write 

iprecedence iorder ican ibe idelayed. 

iHence, ithe iWTL ischeme ishows ia imuch 

ismaller inumber iof ilogged idata ipages 

iand ia imuch ilower ilogging ifrequency 

icompared iwith ithe iRWL ischeme, iin 

iwhich ithe ilogging iis iperformed ifor 

ievery iwrite ioperation. iFurthermore, ithe 

ilogging iof idata ipages ifor ithe iSAT 

ischeme iand ithe iRWL ischeme irequire 

istable istorage, iwhile ifor ithe iWTL 

ischeme, ivolatile istorage ican ibe iused ifor 

ithe ilogging. 

To ifurther ivalidate iour iclaim, iwe ihave 

ialso iused ireal imultiprocessor itraces ifor 

ithe isimulation. iThe itraces icontain 

ireferences iproduced iby ia i64-processor 

iMP, irunning ithe ifollowing ifour 

iprograms: iFFT, iSPEECH, iSIMPLE iand 

iWEATHER. iFigure i12 iand iFigure i13 

ishow ithe isimulation iresults iusing ithe 

iparallel iprogram itraces. iIn iFigure i12, 

ifor ithe iprograms, iFFT, iSIMPLE, iand 

iWEATHER, ithe iSAT ischeme ishows 

ithe iworst iperformance, ibecause ithose 

iprograms imay icontain ia ilarge 

 

Figure i12. Comparison iof ithe ilogging iamount 

iparallel iprogram itraces i.Ž . 
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Figure i13. Comparison iof ithe ilogging ifrequency 

iparallel iprogram itraces i.Ž . 

number iof iread ioperations iand ithe 

ilocality iof ithose ireads imust ibe ilow. 

iHowever, ifor ithe iprogram, iSPEECH, 

ithe iRWL ischeme ishows ithe iworst 

iperformance, ibecause ithe iprogram 

icontains ia ilot iof ilocal iwrite ioperations. 

iIn iall icases, ithe iWTL ischeme 

iconsistently ishows ithe ibest iperformance 

ifor ithe ilog isize. iAlso, iconsidering ithe 

ilogging ifrequency ishown iin iFigure i13, 

ifor iall iprograms, ithe iWTL ischeme 

ishows ithe ilowest ifrequency. 

From ithe isimulation iresults, iwe ican 

iconclude ithat iour inew ischeme iŽWTL. 

iconsistently ireduces ithe inumber iof idata 

ipages ithat ihave ito ibe ilogged iand ialso 

ithe ifrequency iof ithe istable istorage 

iaccesses, icompared iwith ithe iother 

ischemes iŽSAT,RWL i. iThe ireduction iis 

imore ithan i50% iin imost iof ithe icases iand 

iit iis ishown. 

in iboth isynthetic iand iparallel iprogram 

itraces. 

7.2. Experimental iresults 

To iexamine ithe iperformance iof ithe 

iproposed ilogging iprotocol iunder ithe 

iactual isystem ienvironments, ithe 

iproposed ilogging iprotocol iŽWTL. iand 

ithe iprotocol iproposed iin i23w ix iŽSAT 

ihave ibeen iimplemented ion itop iof ia 

iDSM isystem. iIn iorder. ito iimplement ia 

isequentially iconsistent iDSM isystem, 

iwe iuse ithe iCVM iCoherentŽ iVirtual 

iMachine ipackage i12 i, iwhich isupports 

ithe isequential iconsistency imemory. iw ix 

imodel, ias iwell ias ithe ilazy irelease 

iconsistency imemory imodels. iCVM iis 

iwritten iusing iCqq iand iwell imodularized 

iand iit iwas ipretty istraightforward ito iadd 

ithe ilogging ischeme. iThe ibasic ihigh 

ilevel iclasses iare ithe iCommManager 

iclass iand ithe iMsg iclass iwhich ihandle 

ithe inetwork ioperation, ithe 

iMemoryManager iclass iwhich ihandles 

ithe imemory imanagement, iand ithe iPage 

iclass iand ithe iDiffDesc iclass ihandling 

ithe ipage imanagement. iThe iprotocol 

iclasses isuch ias iLMW, iLSW, iand iSEQ 

iinherit ithe ihigh ilevel iclasses iand 

isupport ioperations iaccording ito ieach 

iprotocol. iWe ihave imodified ithe 

isubclasses iin iSEQ ito iimplement ithe 

ilogging iprotocols. iWe iran iour 

iexperiments iusing ifour iSPARCsystem-

5 iworkstations iconnected ithrough ia i10 

iMbps iethernet. iFor ithe iexperiments, 

ifour iapplication iprograms, iFFT, iSOR, 

iTSP, iand iWATER ihave ibeen irun. iTable 

i2 isummarizes ithe iexperimental iresults. 

The iamount iof ilogged iinformation iin 

iTable i2 idenotes ithe inumber iof idata 

ipages iand ithe iamount iof iaccess 

iinformation iwhich ishould ibe ilogged iin 

ithe istable istorage. iFor ithe iSAT ischeme, 

idata ipages iwith ia isize iof i4K ibytes iand 

ithe iaccess iinformation ishould ibe 

ilogged, iwhereas ifor ithe iWTL ischeme, 

ionly ithe iaccess iinformation iis ilogged. 
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iHence, ithe iamount iof iinformation 

ilogged iin ithe iWTL ischeme iis ionly 

i0.01%]0.5% iof ithat ilogged iin ithe iSAT 

ischeme. iThe iamount iof istable ilogging 

iin ithe itable iindicates ithe ifrequency iof 

idisk iaccess ifor ilogging. iThe 

iexperimental iresults ishow ithat ithe 

ilogging ifrequency iin ithe iWTL ischeme 

iis ionly i57%]66% iof ithat iin ithe iSAT 

ischeme. iIn iaddition ito ithe iamount iof 

ilogged iinformation iand ithe ilogging 

ifrequency, iwe ihave ialso imeasured ithe 

itotal iexecution itimes iof ithe iparallel 

iprograms iunder ieach ilogging ischeme 

iand iwithout ilogging ito icompare ithe 

ilogging ioverhead. 

The ilogging ioverhead iin iTable i2 

iindicates ithe iincreases iin ithe iexecution 

itime iunder ieach iprotocol icompared ito 

ithe iexecution itime iunder ino ilogging 

ienvironment, iand ithe icomparison iof ithe 

ilogging ioverhead iis ialso idepicted iin 

iFigure i14. iAs ishown iin ithe itable, ithe 

iSAT ischeme irequires i20%]189% 

ilogging ioverhead, iwhereas ithe iWTL 

ischeme irequires i5%]85% ilogging 

ioverhead. iComparing ithese itwo 

ischemes, ithe iWTL ischeme iachieves 

i55%]75% ireduction iin ithe ilogging 

ioverhead icompared ito ithe iSAT ischeme. 

iOne ireason ifor isuch ia ireduction iis ithe 

ilow ilogging ifrequency iimposed iby ithe 

iWTL ischeme; ithe ismall iamount iof ilog 

iinformation iwritten iunder ithe iWTL 

ischeme iis ianother ipossible ireason. 

iHowever, iconsidering ithe ifact ithat ithe 

iincreases iin ithe inumber iof idata ipages 

iwritten iper idisk iaccess ido inot icause 

imuch iincrease iin ithe idisk iaccess itime, 

ithe i75% ireduction iin ithe ilogging 

ioverhead imay irequire ianother 

iexplanation. iOne ipossible iexplanation 

iis ithe icascading idelay idue ito ithe idisk 

iaccess itime; ithat iis, ithe istable ilogging 

idelays ithe iprogress iof inot ionly ithe 

iprocess iwhich iperforms ithe ilogging, ibut 

ialso ithe ione iwaiting ifor ithe idata itransfer 

ifrom ithe iprocess. 

Table i2. iEperimental iresults 

Application Logging Execution Logging 

program schemes time isec.Ž . overhead i%Ž i. 

TSP SAT 645.92 117 

 WTL 407.29 37 

SOR SAT 419.11 152 

 WTL 259.01 56 

FFT SAT 424.47 189 

 WTL 272.64 85 

WATER SAT 247.52 20 

 WTL 215.15 5 

 

Figure i14. Comparison iof ithe ilogging ioverhead. 

Overall, ithe iexperimental iresults 

ishow ithat ithe iWTL ischeme ireduces ithe 

iamount iof ilogged iinformation iand ithe 

ilogging ifrequency icompared ito ithe iSAT 

ischeme, iand ithey ialso ishow ithat, iin ithe 

iactual isystem ienvironment, imore 

ireductions iin ithe itotal iexecution itime 

ican ibe iachieved. 

8. Conclusions 

In ithis ipaper, iwe ihave ipresented ia inew 

imessage ilogging ischeme ifor iDSM 

isystems. iThe imessage ilogging ihas 

iusually ibeen iperformed iwhen ia idata 
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ipage iis itransferred ifor ia iread ioperation 

iso ithat ithe iprocess idoes inot ihave ito 

iaffect iother iprocesses iin icase iof ifailure 

irecovery. iHowever, ithe ilogging ito ithe 

istable istorage ialways iincurs isome 

ioverhead. iTo ireduce isuch ioverhead, ithe 

ilogging iprotocol iproposed iin ithis ipaper 

iutilizes ia itwo-level ilog istructure; ithe 

idata ipages iand itheir iaccess iinformation 

iare ilogged iinto ithe ivolatile istorage iof 

ithe iwriter iprocess iand ionly ithe iaccess 

iinformation iis iduplicated iinto ithe istable 

istorage ito itolerate imultiple ifailures. iThe 

iusage iof ia itwo-level ilog istructure ican 

ispeed iup ithe ilogging iand ialso ithe 

irecovery iprocedures iwith ihigher 

ireliability. 

The iproposed ilogging iprotocol ialso 

iutilizes itwo icharacteristics iof ithe iDSM 

isystem. iOne iis ithat inot iall ithe idata 

ipages iread iand iwritten ihave ito ibe 

ilogged. iA idata ipage ineeds ito ibe ilogged 

ionly iwhen iit iis iinvalidated iby 

ioverwriting. iThe iother iis ithat ia idata 

ipage iaccessed iby imultiple iprocesses 

ineed inot ibe ilogged iat ievery iprocess isite. 

iBy ione iresponsible iprocess ilogging ithe 

idata ipage iand ithe irelated iinformation, 

ithe iamount iof ithe ilogging ioverhead ican 

ibe isubstantially ireduced. 

Through iextensive iexperiments, iwe 

ihave icompared ithe iproposed ischeme 

iwith iother iexisting ischemes iand 

iconcluded ithat ithe iproposed ischeme 

ialways ienforces imuch ilower ilogging 

ioverhead iand ithe ireduction iin ithe 

ilogging ioverhead iis imore iprofound 

iwhen ithe iprocesses ihave imore ireads 

ithan iwrites. iSince idisk ilogging islows 

idown ithe inormal ioperation iof ithe 

iprocesses, iwe ibelieve ithat iparallel 

iapplications iwould igreatly ibenefit ifrom 

iour inew ilogging ischeme. 
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